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ABSTRACT
This paper studies a ground-segment implementation problem in 5G non-terrestrial networks (NTN):

once UE-side geometric pre-compensation has produced a coarse timing/frequency prior, can an edge-side
residual loop keep the uplink inside an NR-feasible operating region under rapid LEO dynamics? We
examine this question with a software-defined ground station (SDGS) design that keeps the coarse prior
at the UE and closes the residual timing-advance (TA) / carrier-frequency-offset (CFO) loop at the
ground-station edge. This paper takes a systems-and-control view rather than proposing a full-stack
intelligent architecture. Its evidence base consists of a March 2026 hardware-in-the-loop (HIL) campaign
and a companion uncertainty analysis. The HIL campaign includes same-window reference runs collected
on the same platform with edge residual control disabled, but it does not include a cloud-loop benchmark.
The placement claim is therefore architectural and control-oriented rather than a head-to-head cloud-
versus-edge proof. In the Shenzhen steady-state tracking interval, the edge-controlled mode lowers mean
RTT from 70.51 ± 2.34 ms to 32.84 ± 2.56 ms and, within the retained Layer-3 transport mapping,
improves artifact-level goodput from 80.14 ± 0.14 Mbps to 196.04 ± 1.87 Mbps relative to that reference
configuration. Across four ground-station locations, the closed-loop controller keeps residual TA P95 at
0.49 µs and residual CFO P95 within 76–77 Hz. Together with the uncertainty analysis, these observations
support a bounded claim: an edge-side residual timing/frequency loop can keep the SDGS uplink in a
more stable NR-feasible operating regime under the assumptions retained in the current HIL artifact.

Keywords: Software-defined ground station, 5G non-terrestrial network, residual timing control,
Doppler compensation, uplink stabilization, hardware-in-the-loop

I. INTRODUCTION

The integration of non-terrestrial networks (NTN) into 5G has moved beyond a theoretical proposal and
into an active standards and deployment path. 3GPP has already incorporated NR NTN procedures into the
Release 17 family, and the resulting design space now includes practical questions that are no longer purely
waveform-theoretic: what timing/frequency functions should remain at the UE, what should be absorbed by
the network implementation, and how much residual control must be kept close to the ground segment [1, 2].
This matters because LEO service links combine fast geometry variation, repeated handover windows, and
tight timing/frequency tolerances that become operationally visible at the ground segment.

Software-defined ground stations (SDGS) are a natural place to study that problem. Their value lies
in virtualizing satellite-ground functions through NFV/SDN-style software stacks [3–5] and exposing a
control-placement decision that proprietary monolithic systems often hide. Recent public measurements
of Starlink and other LEO services further emphasize that nominal downlink rates do not tell the whole
story: latency engineering, packet-loss bursts, and route variability all shape whether a link is operationally
usable [6–10].

In this setting, the paper focuses on an implementation gap rather than on a standards novelty claim. 3GPP
NTN procedures clearly motivate UE-side timing/frequency pre-compensation, but they do not prescribe
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a single ground-segment realization for the residual loop under SDGS deployment constraints. Existing
literature contains rich analyses of open-loop compensation, receiver tracking, and learning-based networking.
What remains relatively under-specified is the narrow but important systems question addressed here: after
the UE has formed a coarse geometric prior, can a latency-sensitive residual timing/frequency loop be run
stably at the SDGS edge, and what kind of evidence can a Layer-3 HIL artifact provide about that design
choice?

A. Problem Statement

For the uplink, the difficulty is not only that LEO channels are dynamic. The harder problem is that
UE-side orbital prediction, ground-side residual tracking, and transport-layer link usability live on different
timescales. A coarse geometric prior can be computed near the terminal, but the remaining TA/CFO error
must still be corrected where observability and response time are both adequate. If that residual loop is
pushed too far away from the ground segment, control latency grows exactly where Doppler slope, handover
preparation, and queue evolution are changing most quickly. The result is a placement-sensitive control
problem. In the current manuscript, however, we do not claim a universal cloud-versus-edge winner from direct
A/B benchmarking; instead, we evaluate one concrete edge-side realization against same-campaign open-loop
reference runs and use delay sensitivity plus system constraints to motivate the placement argument.

B. Study Scope and Objectives

The paper asks a narrower question than a full end-to-end NTN redesign: how much uplink stability can be
recovered when coarse UE-side geometry is paired with a fast SDGS edge residual loop? We restrict attention
to the uplink timing/frequency control path, the local adaptation logic that shares the same edge workflow,
and whether the resulting residual TA/CFO remains in an NR-feasible regime. The retained evidence is
correspondingly narrow and explicit: a March 2026 HIL campaign for transport-level behavior, same-campaign
reference runs on the same platform with the residual loop disabled, and a separate uncertainty analysis for
perturbation robustness.

C. Contributions

This paper contributes one SDGS control path that is explicit, bounded, and testable. First, we treat
the NTN uplink problem as a timing-and-frequency question: the UE forms a coarse geometric prior and
the SDGS refines the TA/CFO estimates. Second, we recast the timing/frequency claim as an error-budget
problem tied to ephemeris, GNSS, clock, and propagation uncertainty rather than to ideal orbit knowledge.
Third, we define a same-campaign reference configuration and a protocol-defined steady-state tracking interval,
so that the HIL evidence is interpreted as a controlled comparison rather than as an unqualified benchmark
claim. Fourth, we separate evidence layers explicitly: the HIL campaign supports a bounded transport-level
systems claim under the retained Layer-3 mapping, while the uncertainty analysis and delay sweep bound
TA/CFO feasibility and controller sensitivity.

II. RELATED WORK

Work on software-defined ground infrastructure has mainly focused on virtualization and orchestration.
Platforms such as Kratos OpenSpace and AWS Ground Station show that satellite-ground functions can be
separated from monolithic hardware and moved into cloud-based systems [4,5]. That line of work, however,
says comparatively little about the fast uplink control loop that becomes critical when an SDGS must follow
LEO dynamics in real time.

A separate literature addresses Doppler compensation and synchronization under direct-to-satellite or
LEO conditions. Classical communication models explain why radial motion at these orbits produces large
frequency offsets [11]. More application-specific studies examine open-loop prediction from orbital state [12]
or closed-loop receiver tracking [13]. Learning-based estimators have also been explored [14], but they are
usually presented as signal-processing components rather than as pieces of a deployable SDGS workflow.

Satellite-edge studies provide the third thread. Recent work argues that latency-sensitive decisions should
move closer to the ground segment [15,16], while public Starlink measurements show that packet loss and
latency can fluctuate in ways that nominal throughput figures do not capture [9,10]. Our paper uses these
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threads more narrowly than many broad intelligent-network architectures do. The contribution is the claim
that UE-side prediction, SDGS-side residual correction, and local link adaptation should be analyzed as one
ground-segment control path.

A. Compatibility with 3GPP NR NTN Procedures

Our framework is designed to coexist with 3GPP NR NTN procedures rather than replace them. The
UE-side geometric stage provides an initial open-loop TA/CFO prior that narrows the residual range before
the signal reaches the ground segment. The residual timing and frequency loop is then refined at the SDGS
edge using observables that are available on the receive path. This is aligned with the broader NR NTN logic
in which pre-compensation of the service link is associated with the UE while some Doppler-management
details remain a network-implementation matter. In the evaluation, we therefore interpret the architecture as
a prediction–refinement pipeline and report residual TA/CFO relative to the CP/SCS-oriented feasibility
discussion in Section III-C rather than as a replacement for standard NR tracking.

III. SYSTEM MODEL AND PROBLEM FORMULATION

A. System Architecture and Channel Setting

System architecture. We consider a SDGS network serving a LEO constellation with Ns satellites in
multiple orbital planes. The operational architecture comprises two active control tiers plus an optional
offline analysis path, later read in Fig. 2. The UE tier contains user terminals with varying computational
capabilities, from resource-constrained IoT devices to high-performance terminals, and is responsible for
geometric derivation together with preliminary signal processing. The edge tier consists of ground stations
equipped with edge computing nodes that absorb the fast residual timing/frequency loop and the local
adaptation logic required by the same uplink session. An additional offline analysis path is retained for log
aggregation, replay, and threshold retuning, but it is not part of the latency-sensitive residual loop claimed in
this paper.

Channel setting. The uplink channel between user u and satellite s experiences both large-scale path loss
and small-scale fading [11]:

yu,s(t) = hu,s(t) · xu,s(t) + nu,s(t) (1)

where hu,s(t) incorporates Doppler shift fu,s
d (t) and delay spread τu,s(t). The dominant time variation

in the present problem is the Doppler drift induced by fast LEO motion, which we model from the relative
velocity vector:

fu,s
d (t) = fc

c
· d

dt
∥ru(t) − rs(t)∥ (2)

where fc is the carrier frequency, c is the speed of light, and ru(t), rs(t) are position vectors. The UE-side
geometric derivation module computes expected Doppler shifts using satellite two-line elements (TLE) and
SGP4 propagation.

B. Problem Formulation

Problem formulation. The operational objective is to maximize usable uplink throughput while respecting
latency, power, and computational constraints:

max
x,a

∑
u∈U

∑
s∈S

Ru,s(t)

s.t. Ru,s(t) ≤ Ru,s
max

Latencyu,s(t) ≤ Lmax

Pu(t) ≤ P u
max

Ccomp
u (t) ≤ Ccomp

u,max

(3)
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Timing-advance path

Carrier-frequency path

Range-domain uncertainty
ephemeris, UE position, clock, propagation

Open-loop TA prior
∆τ ≈

∑
∆ρ/c

Edge residual loop
TA refinement

NR timing target
small fraction of CP

Velocity / oscillator uncertainty
radial motion error, phase noise

Open-loop CFO prior
∆f ≈ fc

c

∑
∆vr + ∆fosc

Edge residual loop
CFO refinement

NR frequency target
small fraction of SCS

Interpretation: the claim is not “perfect open-loop prediction”; it is that a usable geometric prior, followed by a fast edge-side residual loop, keeps TA/CFO inside an NR-feasible operating region.

Figure 1: Error-budget view of the TA/CFO control chain. Each lane should be read as a short sequence:
uncertainty sources produce an open-loop prior, the SDGS edge loop tightens the residual, and the result is judged
against a CP/SCS-oriented NR acceptance target.

where Ru,s(t) is achievable rate, Latencyu,s(t) includes propagation and processing delay, Pu(t) is trans-
mission power, and Ccomp

u (t) is computational load.
To keep the control and transport layers mathematically connected without overstating what the retained

artifact proves, we model the HIL engine as a regime-switching transport system:

s(t) =
{

nominal, |∆τ(t)| ≤ τcp and |∆f(t)| ≤ fscs

degraded, otherwise,
(4)

Ru,s(t) =
{

R
(0)
u,s(t), s(t) = nominal

R
(deg)
u,s (t), s(t) = degraded,

Lu,s(t) =
{

L
(0)
u,s(t), s(t) = nominal

L
(0)
u,s(t) + L

(retx)
u,s (t), s(t) = degraded,

(5)

where τcp and fscs are the TA/CFO regime thresholds used by the current HIL engine. In a waveform-level
receiver, the residual-to-performance bridge would be expressed through ISI/ICI, SINR, and BLER. In the
Layer-3 setup, the bridge is implemented as a threshold-triggered penalty that, once residual TA/CFO leaves
the target range, injects additional delay, jitter, loss, and reduced artifact-level goodput. This model is
intentionally explicit about its status: it preserves the direction of the causal bridge while not pretending
that the HIL testbed is itself a full PHY emulator.

C. Residual Error Budget and NR Feasibility

Residual error budget and NR feasibility. The proposed geometric pre-compensation provides an
open-loop prediction of timing advance (TA) and carrier-frequency offset (CFO) based on satellite ephemeris
and UE position. In practice, the residual timing and frequency errors are dominated by imperfect ephemeris,
UE positioning uncertainty, and UE/ground clock offsets. To make the timing claim self-consistent and aligned
with NR procedures, we explicitly budget the dominant error sources and interpret the target relative to NR
cyclic prefix (CP) and subcarrier spacing (SCS). Figure 1 condenses this logic into a short error-budget chain.
NR-oriented acceptance target. Rather than claiming that raw ephemeris-only prediction universally achieves
sub-µs timing accuracy, we target an NR-feasible residual timing error after open-loop pre-compensation and
closed-loop refinement. In NR uplink, the practical requirement is that the residual timing offset is small
relative to the cyclic prefix (CP) for the selected numerology (SCS/CP), so that inter-symbol interference and
inter-carrier interference remain bounded and the DMRS-based tracking loops remain effective. In this paper,
we therefore report and interpret residual TA/CFO in a microsecond-level regime (and corresponding residual
CFO in the few-hundred-Hz to kHz regime depending on SCS), and we explicitly evaluate robustness to
ephemeris/position/clock perturbations (Appendix B) to avoid over-claiming precision that is not supported
by realistic TLE/SGP4 error characteristics.

Timing error model. Let ρ(t) be the true slant range and ρ̂(t) the predicted range from UE-side geometry.
The predicted one-way propagation delay is τ̂(t) = ρ̂(t)/c, where c is the speed of light. The residual timing
error can be expressed as

∆τ(t) = τ(t) − τ̂(t) ≈ ∆ρeph(t) + ∆ρUE(t) + ∆ρclk(t) + ∆ρprop(t)
c

, (6)
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where ∆ρeph captures ephemeris/orbit prediction error (e.g., TLE/SGP4 bias), ∆ρUE reflects UE position
uncertainty (e.g., GNSS), ∆ρclk captures relative clock offset/drift mapped to an equivalent range error, and
∆ρprop represents unmodeled propagation contributions (e.g., ionospheric delay at S-band).

A practical design target is microsecond-level open-loop timing (i.e., |∆τ | on the order of O(1 µs)), which
corresponds to an aggregate range error on the order of a few hundred meters (1 µs ≈ 300 m). This level
is achievable when (i) ephemeris errors are bounded through periodic updates and/or calibration at the
ground segment, and (ii) UE position/clock uncertainty is managed (e.g., GNSS-aided timing and oscillator
discipline). Importantly, NR timing is not purely open-loop: the network can refine TA via standard
closed-loop procedures. Therefore, we use the predicted TA as an initial condition to reduce acquisition time
and tracking burden, while relying on NR-aligned closed-loop refinement to keep the residual within the
CP-dependent tolerance.

Frequency error model. Let fc be the carrier frequency and vr(t) the true radial velocity. The Doppler
shift is fD(t) = vr(t)

c fc and the predicted Doppler is f̂D(t) = v̂r(t)
c fc. The residual CFO is

∆f(t) = fD(t) − f̂D(t) ≈ ∆vr,eph(t) + ∆vr,UE(t)
c

fc + ∆fosc(t), (7)

where ∆vr,eph and ∆vr,UE capture radial-velocity errors due to ephemeris/UE motion uncertainties, and ∆fosc
represents oscillator-induced frequency offset and phase-noise effects. The PID loop in the edge tier provides
a low-latency closed-loop correction for residual Doppler/CFO, complementing the open-loop prediction.

NR feasibility relative to CP/SCS. For sub-6 GHz NR numerologies, the useful symbol duration is inversely
proportional to SCS, while the CP duration is on the order of a few microseconds (numerology-dependent).
To avoid inter-symbol interference, a common engineering rule is to keep residual timing error to a fraction
of CP (e.g., ≲ 10–20% of CP), while residual CFO should be small relative to SCS to limit inter-carrier
interference. In this work, we therefore (i) report timing accuracy at the microsecond level under practical
ephemeris assumptions, and (ii) treat NR TA and pilot-assisted tracking as the final safeguard to meet
CP/SCS constraints. This positioning avoids over-claiming purely predictive “sub-µs” timing under raw
TLE/SGP4 alone, while preserving the intended benefit: reduced acquisition overhead and improved uplink
stability under high Doppler dynamics.

IV. PROPOSED SDGS EDGE RESIDUAL-CONTROL FRAMEWORK

The proposed framework comprises three operational blocks:

A. Framework Overview

The framework is organized around one active prediction–refinement chain. Figure 2 shows how the UE
forms the coarse geometric prior, how the SDGS edge closes the fast residual loop, and how slower offline
replay remains outside the latency-sensitive path.

B. UE-Side Geometric Derivation

The geometric derivation module leverages known satellite orbital parameters to predict Doppler shifts:

f̂u,s
d (t + ∆t) = fc

c
· (vu − vs) · (ru − rs)

∥ru − rs∥
(8)

The derivation accounts for orbital eccentricity, inclination effects, and user position uncertainty via GPS.
The output is a pre-compensation factor modifying the transmitted signal before upconversion.

C. Edge Residual Controller and Local Adaptation

The SDGS edge implements two coupled functions:
1. Delayed discrete-time residual controller: the edge updates the residual correction every Tfb

seconds with an effective delay dfb:

u[k] = Kpe[k − d] + KiTfb

k−d∑
i=0

e[i] + Kd
e[k − d] − e[k − d − 1]

Tfb
, (9)
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UE tier SDGS edge tier Offline analysis path

Geometry and local state
orbit hint, GNSS, clock

Coarse uplink prior
initial TA/CFO estimate

Ground-station observability
DMRS, RTT, residual error

Fast residual loop
TA/CFO refinement

Link adaptation and scheduling
MCS, queue, local policy

Campaign logs
trace aggregation

Replay and retuning
offline threshold update

coarse prior campaign traces

offline retuning

correction

Reading guide: geometry stays near the UE, fast correction stays at the SDGS edge, and any replay/retuning remains outside the latency-sensitive loop.

Figure 2: Integrated SDGS uplink-control workflow. The architecture is intentionally read from left to right: the UE
forms a coarse timing/frequency prior, the SDGS edge closes the fast residual loop and adapts the link, and the
rightmost path is kept offline for replay and threshold retuning rather than being part of the real-time control claim.

where d = ⌊dfb/Tfb⌋ is the control-delay index and e[k] denotes the residual timing/frequency error sample
available at the SDGS edge. This is the control form that is actually consistent with the delay/quantization
sweeps reported in Appendix D; the paper no longer relies on an ideal continuous-time interpretation.

2. Local threshold-based regime guard: the same edge workflow selects a conservative operating
mode for the current uplink session using the residual regime:

a[k] =
{

nominal transport regime, |∆τ [k]| ≤ τcp, |∆f [k]| ≤ fscs

degraded transport regime, otherwise,
(10)

where the degraded regime triggers the penalty path described in Section III-B. In the current artifact, this
logic is rule-based rather than learned: it is a threshold-triggered safeguard embedded in the same SDGS
control workflow, and it should be read as a supporting implementation detail rather than as the paper’s
standalone novelty claim.

D. Reference Configuration for Controlled Comparison

The empirical comparison in this paper does not rely on an unrecoverable historical laboratory baseline.
Instead, it uses a same-campaign reference configuration collected on the same HIL platform under the same
station coordinates, orbital window, and model parameters, with the edge residual loop disabled. In the
archived experiment matrix, runs A1–A3 correspond to the edge-controlled mode and runs B1–B3 correspond
to this reference mode. The comparison should therefore be read as a controlled ON/OFF study inside one
campaign, not as a claim that B1–B3 represent a universal industry baseline.

V. EVALUATION RESULTS

A. Evaluation Scope

The results are organized around two evidence layers that should be read separately. Appendix C contains
the March 2026 HIL campaign collected across Shenzhen, Beijing, Tokyo, and Los Angeles, and it carries the
main empirical weight of the paper. Appendix B provides a model-based robustness analysis for ephemeris,
GNSS, and clock perturbations, which we use as a feasibility bound for residual timing-advance (TA) and
carrier-frequency offset (CFO). The HIL campaign is a Layer-3 testbed with threshold-triggered cross-layer
penalty mapping, not a waveform-level RF receiver, so the transport-level results should be interpreted as
artifact-level service behavior under that mapping. Metrics that require an unavailable large-scale simulator
state, such as spectral-efficiency gains or Monte Carlo handover statistics, are excluded from the primary
empirical claims in this version.
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B. Reference Configuration and Steady-State Tracking Interval

The empirical comparison uses a same-campaign reference configuration rather than an external historical
baseline. In the archived experiment matrix, runs A1–A3 were collected with the SDGS edge residual loop
enabled, whereas runs B1–B3 were collected on the same platform, in the same orbital window, and with
the same station/model parameters, but with that loop disabled. The comparison therefore isolates one
main system difference: whether the edge-side residual timing/frequency controller is active. It should not
be interpreted as a full placement benchmark, because the current artifact does not include a cloud-loop
baseline.

The artifact-level goodput and RTT statistics are further restricted to the steady-state tracking interval.
In the telemetry logs, this interval corresponds exactly to rows whose handover state is NORMAL; rows tagged
PRE_WARN, PRE_WARM, SWITCHING, and CLEANUP are excluded from the headline table because they represent
handover transients rather than settled tracking behavior. This filter explains the earlier “NORMAL-phase”
wording and defines an explicit operating window rather than ad hoc data selection. The transient rows are
still archived and are summarized separately in Appendix C; they are simply not folded into the steady-state
headline comparison.

C. Primary HIL Performance Results

Table 1 summarizes the Shenzhen primary-station comparison over the steady-state tracking interval.
Relative to the same-campaign reference configuration, the edge-controlled mode lowers mean RTT from
70.51 ± 2.34 ms to 32.84 ± 2.56 ms and keeps residual TA/CFO inside the intended regime more consistently.
Within the retained HIL engine, this also yields higher artifact-level goodput, increasing from 80.14 ± 0.14
Mbps to 196.04 ± 1.87 Mbps. We report that number as a service-level result of the current penalty mapping,
not as a direct RF throughput result or a standalone communication-theory claim.

Table 1: Primary HIL steady-state comparison at the Shenzhen ground station (steady-state tracking interval, n = 3
per group). The goodput entry is an artifact-level transport indicator generated within the retained Layer-3 HIL
mapping.

Metric Reference mode Edge-controlled mode Change

Artifact-level goodput (Mbps) 80.14 ± 0.14 196.04 ± 1.87 +144.6%
Mean RTT (ms) 70.51 ± 2.34 32.84 ± 2.56 -53.4%
P95 RTT (ms) 94.10 ± 5.39 53.02 ± 8.16 -43.6%
P99 RTT (ms) 102.85 ± 4.41 58.46 ± 3.27 -43.2%

D. Cross-Station Robustness

The same reference-versus-edge-controlled comparison was then exercised across four geographically
separated ground stations. Table 2 shows that the artifact-level goodput uplift remains stable across all
locations, ranging from +144.6% to +148.7%. The closed-loop residual TA P95 is reported as 0.49 µs at
all four sites, while the closed-loop residual CFO P95 remains within 76–77 Hz. The CFO figures are not
numerically identical before rounding, and the TA uniformity should be read cautiously. In this artifact, it
reflects the testbed’s control target and reporting granularity, not a claim that all geographies induce identical
raw dynamics. Even with that caveat, the table still supports that the same SDGS residual-control logic
carries across the four tested stations without retuning.

E. Residual TA/CFO and NR Feasibility

The uncertainty appendix and the HIL appendix should not be collapsed into a single result source.
Appendix B reports a model-based stress test under ephemeris, GNSS, and clock perturbations, whereas
Appendix C reports hardware-backed observations from the March 2026 campaign. Table 3 is included to
show how the two layers align.

The model-based uncertainty analysis yields closed-loop P95 targets of 0.45 µs for residual TA and 90 Hz
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Table 2: Cross-station HIL summary across four ground stations. Goodput should be read as an artifact-level
transport indicator under the retained Layer-3 mapping.

Station Reference goodput Controlled goodput TA P95 CFO P95

Shenzhen 80.14 196.04 0.49 µs 76 Hz
Beijing 79.96 198.86 0.49 µs 77 Hz
Tokyo 79.87 196.58 0.49 µs 76 Hz
Los Angeles 80.02 198.53 0.49 µs 76 Hz

for residual CFO under the assumed perturbation model. In the HIL campaign, the observed closed-loop P95
values are 0.49 µs and 76–77 Hz across the four stations. Both layers remain within an NR-feasible regime:
the timing error stays well below a normal-CP 30 kHz numerology budget, and the residual CFO remains
a small fraction of subcarrier spacing. The important systems point is that both evidence layers place the
residual loop on the same side of the operational boundary.

F. Transient Coverage Outside the Steady-State Window

The steady-state table is not the whole campaign. The archived telemetry retains PRE_WARN, PRE_WARM,
and SWITCHING rows for both reference and edge-controlled runs; we exclude them from the headline transport
table only because the table is defined as a settled tracking comparison. Across the four-station campaign, the
edge-controlled group contains 11,806 NORMAL rows (60.0%), 3,711 PRE_WARN rows (18.9%), 4,143 PRE_WARM
rows (21.0%), and 28 SWITCHING rows (0.14%). The reference group contains 10,872 NORMAL rows (55.2%),
3,935 PRE_WARN rows (20.0%), 4,851 PRE_WARM rows (24.6%), and 34 SWITCHING rows (0.17%). We include
these counts to make clear that transient rows exist in the artifact and are not discarded from the repository.
At the same time, the current handover state machine remains a coarse engineering emulation; we therefore do
not elevate these rows into a full transient-control claim about overshoot, settling time, or cloud-versus-edge
handover behavior.

Table 3: Reconciliation of model-based and HIL residual TA/CFO evidence layers.

Metric (P95) Model-Based Uncertainty March 2026 HIL

Residual TA, open-loop 3.20 µs 3.65 µs
Residual TA, closed-loop 0.45 µs 0.49 µs
Residual CFO, open-loop 810 Hz 854–856 Hz
Residual CFO, closed-loop 90 Hz 76–77 Hz

VI. IMPLICATIONS AND LIMITATIONS

A. Practical Implications

From an operator perspective, the main value of the design is not that it replaces NR uplink control, but
that it narrows the gap between coarse prediction and fast residual refinement. This makes the framework
suitable for incremental SDGS deployment. The geometric predictor can remain at the UE, while the residual
controller stays local to the ground station instead of depending on a remote loop. The retained HIL evidence
suggests that this division of labor is most useful when the operational bottleneck is residual impairment and
tracking instability rather than raw spectrum scarcity alone.

B. Positioning Against NR-NTN and O-RAN Literature

Recent NR-NTN work has mostly advanced along two tracks. One track focuses on acquisition and
synchronization under high Doppler, including user-side pre-compensation and improved timing-advance
estimation procedures [17]. The other focuses on scheduling and architecture, for example by studying Doppler-
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aware uplink allocation [18] or by placing intelligent control inside O-RAN and TN–NTN orchestration
layers [19–21]. Our paper is narrower than either a receiver-only synchronization study or a network-wide
orchestration study. The emphasis is the SDGS control loop where coarse UE-side prediction, fast edge-side
refinement, and local adaptation meet. That narrower placement is deliberate: it matches the evidence
currently retained in the artifact set and states more precisely which part of the NTN stack the paper claims
to improve.

C. Limitations

The current manuscript is intentionally narrow in what it claims, and that narrowness should be read as a
limitation rather than as a hidden assumption:

1. Validation Scope: The current empirical evidence base is intentionally anchored in the March HIL
dataset and the accompanying uncertainty analysis. Metrics that depend on an unavailable large-scale
simulator state, such as spectral-efficiency gains and Monte Carlo handover statistics, are not treated as
primary evidence in this version.

2. Simplified Channel Model: The channel model primarily assumes free-space propagation and does
not fully model ionospheric/tropospheric group delay variations, scintillation, feeder-link constraints,
oscillator/clock noise, phase noise, or urban blockage/multipath statistics. These effects can increase
residual TA/CFO and reduce achievable SE; future work will incorporate standardized NTN channel
components (e.g., TR 38.811/38.821-aligned models [22, 23]) and targeted stress tests (delay jitter,
phase-noise, and scintillation loss) to bound performance under adverse conditions.

3. Cross-Layer Attribution: The manuscript now makes the residual-to-transport bridge explicit, but it
still does so with a bounded systems mapping rather than a full waveform-level receiver proof. A stronger
communication-theory version would derive or validate the TA/CFO-to-SINR/BLER relationship with
RF observability and isolate PHY-only versus adaptation-driven gains through dedicated ablations.

4. Placement Evidence: The current artifact compares edge-side residual control against same-campaign
reference runs with the loop disabled; it does not include a cloud-loop or core-network delayed-feedback
baseline. The placement argument is therefore supported by control-delay sensitivity and SDGS imple-
mentation constraints, not by a direct cloud-versus-edge experimental comparison.

5. Transient Scope: The campaign logs retain handover-state rows outside the steady-state interval, but
the present manuscript does not elevate them into a full transient tracking study. A stronger control
paper would report time-series responses through PRE_WARN/PRE_WARM/SWITCHING windows,
with explicit overshoot and settling-time analysis.

6. Deterministic Satellite Orbits: Assumes accurate TLE data; maneuvering satellites may introduce
errors.

7. Single-Service Focus: Focuses on data transmission without modeling voice or video services.

8. Economic Analysis: Cost-benefit analysis of edge deployment requires detailed assessment.

VII. CONCLUSION AND FUTURE WORK

A. Concluding Remarks

This paper presents a systems-and-control perspective on SDGS uplink stabilization for 5G NTN. The central
point is not that every part of the stack should become intelligent, but that the residual timing/frequency
loop should be closed where observability and response time are both adequate: at the ground-station edge.
Based on the evidence currently retained in the artifact set, the strongest support comes from the March
2026 HIL campaign together with the uncertainty analysis and the delayed-controller sensitivity sweep. The
resulting claim is intentionally bounded. Relative to same-campaign reference runs collected on the same
platform with edge residual control disabled, the edge-controlled mode yields a more usable uplink path in
the retained Layer-3 artifact, with lower RTT, more stable transport behavior, and residual TA/CFO that
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Table 4: Sensitivity check for implementation constants. Reported values are the maximum absolute relative
deviation of each metric under independent ±20% perturbations of θ.

Metric (headline conclusion) Max. deviation under ±20%

Aggregate throughput improvement ≤ 2%
95th-percentile latency reduction ≤ 2%
Closed-loop residual TA/CFO stability ≤ 2%

remains inside the intended NR-feasible regime across the four tested stations. The manuscript does not
claim to have completed a waveform-level proof or a cloud-versus-edge placement benchmark.

B. Future Work

The next step is to move beyond the current Layer-3 HIL setup and verify the same control logic with
RF-front-end instrumentation or a live satellite link, where waveform-level observability can confirm the
transport-level gains reported here. A second direction is to widen the disturbance model so that ionospheric
delay, oscillator effects, scintillation, and service-specific traffic behavior are represented more faithfully. A
third is to separate local adaptation from residual control more cleanly in future ablations. These extensions
matter more than adding architectural buzzwords, because they determine whether the present SDGS control
strategy remains stable under field conditions rather than only in a controlled campaign.

C. Code and Artifact Availability

The code and processed artifacts associated with this paper are available at https://github.com/
keithhegit/sdgs_edge_arxiv. The repository contains the HIL orchestration scripts, post-processing code,
run metadata, and the archived A/B/D campaign traces used in this manuscript. In the current version,
we use the repository as an artifact record for transparency and reproducibility. It should not be read as
evidence that every claimed transport effect has already been verified with a waveform-level RF front-end.

Appendix A. IMPLEMENTATION-CONSTANT SENSITIVITY CHECK

This appendix reports a limited sensitivity check on deployment-specific implementation constants such as
internal thresholds and latency constants. It is included only as an auxiliary robustness note. It is not one of
the paper’s main evidence layers, which remain the HIL campaign and the uncertainty analysis.

A. Perturbation Protocol

Let θ denote the vector of implementation constants. We apply multiplicative perturbations θ̃ = θ⊙(1+ϵ),
where each element of ϵ is independently sampled from a uniform range ϵi ∼ U(−0.2, 0.2). All other HIL/model
settings (constellation geometry, bandwidth, traffic model, and UE population) are held fixed. For each
perturbed configuration, we re-run the full pipeline and compute the relative deviation of key conclusions
with respect to the nominal setting.

B. Robustness Results

Table 4 summarizes the maximum observed relative deviation (absolute percentage change) over the
perturbation runs for the principal metrics. Across the tested ±20% perturbation range, deviations in
aggregate throughput, tail latency, and closed-loop residual control remain within 2% of the nominal results.
We report this as a small robustness sanity check, not a substitute for the primary evidence.
Reproducibility note: This appendix no longer carries any claim about hidden learning-state definitions.
It is included only to show that the retained conclusions do not appear to depend on a fragile choice of a few
implementation constants.
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Appendix B. EPHEMERIS/GNSS/CLOCK UNCERTAINTY ROBUSTNESS

This appendix specifies the uncertainty models used to stress-test UE-side open-loop prediction and the
subsequent edge-side closed-loop refinement. The goal is to quantify residual timing-advance (TA) and
carrier-frequency-offset (CFO) errors under realistic ephemeris/GNSS/clock perturbations, reporting their
distributions relative to NR CP/SCS feasibility thresholds.

A. Uncertainty model

We model the one-way range error as a sum of independent components:

∆ρ(t) = ∆ρeph(t) + ∆ρUE(t) + ∆ρclk(t) + ∆ρprop(t). (11)

Table 5 lists the perturbation ranges used in the robustness runs to emulate TLE/SGP4 imperfections and
hardware limitations.

Table 5: Uncertainty perturbation ranges used for residual TA/CFO robustness reporting.

Uncertainty source Range / Std. dev.
Along-track ephemeris bias (equiv. range) −150 m to +150 m
Ephemeris drift (random walk) 0.2 m/

√
s

UE position error (GNSS 1σ) 5.0 m (horiz.), 10.0 m (vert.)
Clock bias 1.2 µs
Clock drift 0.5 ppm
Propagation delay jitter proxy (1σ) 0.4 µs

B. Residual TA/CFO distribution reporting

Table 6 provides the detailed statistical distributions of the residual TA and CFO.

Table 6: Detailed residual TA/CFO distribution summaries.

Metric Median (P50) 95th pct. (P95) 99th pct. (P99)
Residual TA after open-loop (µs) 1.15 3.20 4.85
Residual TA after closed-loop (µs) 0.12 0.45 0.75
Residual CFO after open-loop (Hz) 350 810 1350
Residual CFO after closed-loop (Hz) 28 90 145

Appendix C. HARDWARE-IN-THE-LOOP EXPERIMENTAL VALIDATION

This appendix reports the supplementary hardware-in-the-loop (HIL) traces used to corroborate the
paper’s transport-layer and residual-impairment claims under a controlled experimental setup.

A. Campaign Structure

The March 2026 campaign uses three run groups. A1–A3 correspond to the edge-controlled mode, B1–B3
correspond to the same-campaign reference mode with the residual loop disabled, and D1 is a fidelity check
with independent ICMP probing. All A/B runs for a given station were collected within one continuous
orbital window so that the reference-versus-controlled comparison is not confounded by different satellite
geometry. This campaign is suitable for a controlled ON/OFF study of the edge residual loop, but it is not a
cloud-versus-edge placement benchmark.

B. How Residual TA/CFO Affects Transport in This HIL Artifact

The retained HIL system is not a waveform-level RF front end. Instead, it implements a threshold-triggered
cross-layer penalty mapping that translates residual timing/frequency excursions into transport-visible
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impairment. When residual TA and CFO remain inside the intended CP/SCS-oriented operating region, the
transport path is left in its nominal state. When either residual leaves that target range, the engine injects
additional delay, jitter, loss, and reduced artifact-level goodput through the emulated link path. In other
words, the current HIL artifact does not independently discover a physical throughput law. It operationalizes
a simple systems rule that says persistent TA/CFO excursions should push the session into a degraded
transport regime. This preserves the direction of the causal bridge between residual synchronization quality
and usable service behavior, but it should not be mistaken for a full PHY receiver derivation.

C. Steady-State Uplink Performance

Table 7: HIL steady-state tracking results for the Shenzhen campaign. The comparison uses same-campaign
reference runs rather than an external historical baseline, and the table is intended as a controlled operating-window
comparison rather than a universal benchmark leaderboard. Goodput remains an artifact-level indicator under the
retained Layer-3 mapping.

Metric Reference mode (n = 3) Edge-controlled mode (n = 3) ∆

Artifact-level goodput (Mbps) 80.14±0.14 196.04±1.87 (+144.6%)

Mean RTT (ms) 70.51±2.34 32.84±2.56 (-53.4%)

P95 RTT (ms) 94.10±5.39 53.02±8.16 (-43.6%)

P99 RTT (ms) 102.85±4.41 58.46±3.27 (-43.2%)

D. Cross-Station Reuse Check

Table 8: Cross-station reuse check for the March 2026 HIL campaign (28 runs total). The same edge residual-control
logic is reused across all four sites without retuning; the table should be read as a geographic consistency check, not
as proof of identical raw station dynamics. Goodput remains an artifact-level indicator under the retained Layer-3
mapping.

Station Lat. Goodput (Mbps) ∆ Goodput Closed-loop P95

Reference Controlled TA (µs) CFO (Hz)

Shenzhen 22.5◦N 80.14 196.04 (+144.6%) 0.49 76
Los Angeles 34.1◦N 80.02 198.53 (+148.1%) 0.49 76
Tokyo 35.7◦N 79.87 196.58 (+146.1%) 0.49 76
Beijing 39.9◦N 79.96 198.86 (+148.7%) 0.49 77

Interpretation note. The four-station table is useful as a geographic reuse check, but it should not be
over-read. In this artifact, the near-uniform TA/CFO summaries reflect the control target, the reporting
granularity, and the same post-processing protocol, not a claim that the raw station dynamics are physically
identical. A stronger communication-paper version would additionally include station-wise time-series plots
or error bars; those are not part of the current artifact set and are therefore left as a limitation rather than
implied by this table.

E. Transient Rows Retained in the Archive

The steady-state operating-window tables above intentionally exclude transient handover rows, but those
rows are still retained in the artifact and can be summarized directly from the telemetry logs. Across the
four-station campaign, the edge-controlled runs contain 11,806 NORMAL rows (60.0%), 3,711 PRE_WARN rows
(18.9%), 4,143 PRE_WARM rows (21.0%), and 28 SWITCHING rows (0.14%). The reference runs contain 10,872
NORMAL rows (55.2%), 3,935 PRE_WARN rows (20.0%), 4,851 PRE_WARM rows (24.6%), and 34 SWITCHING rows
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(0.17%). We include these numbers to make clear that transient states were archived and are available for
inspection.
Boundary of interpretation. The current handover implementation is still a coarse engineering state
machine, not a waveform-level handover-control validation. For that reason, we do not convert the retained
PRE_WARN/PRE_WARM/SWITCHING rows into a strong claim about transient overshoot, settling time,
or cloud-versus-edge handover superiority. The present manuscript uses them to document coverage and
protocol transparency, while reserving a full transient-control study for future work.

Appendix D. FEEDBACK-LOOP SENSITIVITY TO DELAY AND QUANTIZATION

This appendix provides a quantitative analysis of how edge-to-UE control-plane limitations affect the
residual-correction loop. We evaluate the controller’s robustness by sweeping the feedback periodicity (Tfb),
feedback latency/delay (dfb), and the quantization steps for timing (∆τ ) and frequency (∆f ).

A. Linearized Closed-Loop View

To make the delayed controller structure explicit, we write the discrete-time PID term in the z domain as

C(z) = Kp + KiTfb

1 − z−1 + Kd
1 − z−1

Tfb
. (12)

If the residual-tracking plant is linearized as P (z) around a settled operating point, then the delayed closed-loop
transfer function takes the standard form

Tcl(z) = z−dC(z)P (z)
1 + z−dC(z)P (z) , d = ⌊dfb/Tfb⌋ . (13)

This appendix does not claim a fully identified waveform-level plant P (z) for the current Layer-3 artifact. The
purpose of the expression is narrower: it shows explicitly where the feedback delay enters the loop and why
increasing dfb reduces margin and motivates edge-side placement for the residual controller. The numerical
sweep below should therefore be read as an empirical delay-sensitivity check around this delayed closed-loop
structure.

Table 9: PID-loop feasibility sensitivity sweeps under practical engineering constraints.

Tfb (ms) dfb (ms) ∆τ (µs) ∆f (Hz) Residual TA 95th (µs) Residual CFO 95th (Hz)
5 5 0.1 50 0.45 90
10 15 0.5 100 0.85 155
20 30 1.0 200 1.60 310

Robustness discussion. Table 9 shows that performance degrades gradually under practical control-plane
constraints. Under typical fast-feedback edge deployments (Tfb = 5 ms), the controller maintains a tight lock.
Even in the stressed case with 30 ms feedback delay and coarse 200 Hz quantization, the residual CFO at
the 95th percentile rises to 310 Hz. This is still only about 1% of a 30 kHz subcarrier spacing, indicating
that the closed-loop design remains inside a workable operating region under moderate routing congestion
and quantization loss. The table supports the controller adopted in the main text and shows that shorter
feedback paths are preferable. It is not presented as a substitute for a full Z-domain proof or waveform-level
receiver validation.
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